






























































to challenge the reader. Except for a 2-3 week digression to discuss the Perron-Frobenius
theory of nonnegative matrices, we stayed with the book in our course and we still had to
omit many topics.

The first chapter on incidence matrices introduces the concept of term rank via (0, 1)-
matrices. and proves a fundamental minimax characterization and the marriage theorem.
The power of matrix theoretic ideas already stands out when contrasted with a set-theoretic
proof of the marriage theorem from an undergraduate combinatorics text. The chapter also
develops some important algebraic properties of (0, 1)-matrices and gives applications.

Chapter 2 develops basic properties of undirected graphs such as the adjacency matrix,
oriented incidence matrix, and the Laplacian matrix.

Chapter 3 introduces directed graphs and provides a thorough grounding in the funda-
mental concepts of irreducible matrices, strongly connected graphs, primitive matrices and
exponents. Proofs are given for the Frobenius normal form, and Wielandt’s bound for the ex-
ponent of a primitive (0, 1)-matrix, and a variety of other topics are explored, e.g., eigenvalue
inclusion regions.

Chapters 4-8 discuss bipartite graphs, regular graphs, network flows with applications
to existence theorems for nonnegative integral matrices, the permanent and latin squares.

Chapter 9, the longest chapter in the book, introduces a remarkable set of ideas. It
begins by developing the expansion of the determinant in terms of directed cycles. This is
applied in subsequent sections to prove a theorem of Frobenius relating irreducible matrices
and irreducible polynomials, MacMahon’s Master Theorem, the theorem of Cayley that
the determinant of a skew-symmetric matrix is the square of its pfaffian, Tutte’s theorem
characterizing graphs with a perfect matching, and three polynomial identities: the Cayley-
Hamilton theorem, the fundamental trace identity of M,(R), and the standard polynomial
identity of M, (R) or the Amitsur-Levitzki theorem. The fact that all of these theorems can
be given graph-theoretic proofs is impressive, and their inclusion is one of the great features
of the book. ‘

The sections and chapters are unusually independent. For example, if you open the book
to page 31 you can read and understand the proof of Theorem 2.3.3 with nothing more than
the definition of totally unimodular which is given at the top of the page. This proof also
illustrates the elegance and economy of thought that is typical throughout the book; enough
details, but not too many. Also, I had a student who did not take the first semester of
the course, yet was able to take the second semester and earn an A. This was a capable,
hard-working student, but not a brilliant one.

There is also an ample supply of exercises throughout the book which makes it practical
to use as a text. There are no answers, but there is often a reference to a recent paper! A
warning in assigning problems: in most cases there are no clues to determine how difficult
the problems in any given section might be. Sometimes exercise 1 is the most difficult! One
student, who was not a quick thinker in class, very much enjoyed solving the homework
problems although it took her considerable time and effort. Richard Brualdi has done a
real service in supplying such a good set in a first edition. We wished that there were more
problems of medium difficulty, but I found it difficult to create good problems. One also
does not have the luxury of being able to consult other books.

The book sometimes errs on the side of brevity. I could usually help frustrated students
fill in the gaps, but several proofs were too terse for me. For example, there is too much
hidden in the statement containing equation (9.9) in the proof of Theorem 9.2.7. I found
a key lemma in the original paper by Schneider. I also don’t think it is possible to fathom
Swan'’s proof of the Amitsur-Levitzki theorem without seeing plenty of pictures. Here, again,
I found Swan’s original papers very helpful. There are a number of places throughout the
book where additional amplification or a picture or two would help.

A great asset of the book is its lists of references at the end of each section. See, for
example the lists at the end of sections 3.5 and 5.2. This makes it a valuable source for
examining the research being done on a specific subject. Furthermore, there is a Master
reference list at the end of the book which is 18 pages long. The fact that the material in the
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text and problems is so well-documented alleviated considerably the problems I mentioned
with brevity.

I think Richard Brualdi’s book will be the standard reference on combinatorial matrix
theory for some time to come. Coming to matrix theory from another field, 1 really appreciate
having a book from which students can acquire the tools needed to pursue.research in
combinatorial aspects of matrix theory. I had to learn them through my own researh over a
period of several years. It was also a pleasure to learn the proofs of some of the well-known
facts in the field which I had never gotten around to looking up (e.g., Wielandt’s theorem).
Brualdi’s book nicely complements the material found in the two books of Horn and Johnson.
Taken together they give a broad picture of modern activity in matrix theory and illustrate
its vitality. Happily, Richard already has plans for a second volume entitled “Combinatorial
Matrix Classes.”

From the preface we learn that Herb Ryser envisioned, “Ideally, such a book would
contain lots of information but not be cluttered with detail. Above all it should reveal the
great power and beauty of matrix theory in combinatorial settings....I do believe we could
come up with a really exciting and elegant book that could have a great deal of impact.”
Richard Brualdi has succeeded in turning this hope into a reality.

Parallel Algorithms for Matriz Computations by K. A. Gallivan et al., SIAM, 1990
Review by Amit Bhaya, Federal University of Rio de Janeiro

This book consists of two papers and a 2016-item bibliography that describe and reference a
broad selection of important parallel algorithms for matrix computations, over a time period
ranging from the early surveys of the seventies by Miranker, Heller and Sameh to late 1988.
Efficient parallel algorithms are fundamental for a large number of scientific and engineering
problems and the last two decades have witnessed an explosion of research in this area,
driven by an ever increasing variety of vector and parallel machines with several different
types of architecture.

The first paper, entitled “Parallel Algorithms for Dense Linear Algebra Computation”
by Gallivan, Plemmons and Sameh is a survey reprinted from the March 1990 issue of SIAM
Review. It starts with a brief discussion of currently available parallel and vector machines
as well as the CEDAR research prototype machine and analyses the way in which architec-
ture influences algorithm design. This is followed by a discussion of the decomposition of
algorithms into computational primitives (the three levels of the Basic Linear Algebra Sub-
routines (BLAS)). The analysis of a decomposition is carried out in terms of a decoupling of
the ratio of the data-loading overhead to the raw computational speed of the algorithm into
a ‘cache-miss’ ratio and a ‘cost’ ratio. It should be pointed out the bulk of this analysis and
all computational results presented are for the Alliant FX/8 (a shared memory machine with
eight register-based vector processors), although some results and relevant references for the
distributed-memory case are cited. This, in fact, is a trend that continues throughout the
rest of the paper: distributed-memory architectures are given very little detailed attention.
Triangular system solvers are discussed next with emphasis on row and column oriented
schemnes based on BLAS primitives in the shared-memory case and on the fan-out and fan-in
communications primitives in the distributed-memory case, as well as on some new alterna-
tive schemes. Five versions of shared-memory LU factorizations based on different partitions
of the matrix and different sets of computational primitives are discussed next, followed by
a brief discussion of distributed-memory and hybrid algorithms.

The remaining twenty pages of this seventy-five page paper are devoted to: least squares
problems (10 pages) with discussions of block Householder, block Gram Schmidt and pipelined
Givens methods; eigenvalue problems (6 pages) with rapid discussions of block schemes for
the QR algorithm, Jacobi and Jacobi-like algorithms; singular value problems (half a page);
parallel rapid elliptic solvers (4 pages), touching on the classical matrix decomposition and
block cyclic reduction schemes for separable elliptic P.D.E.’s on regular domains.
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The second paper entitled “Parallel Algorithms for Sparse Linear Systems” by Heath,
Ng and Peyton is also reprinted from the SIAM Review (September 1991). It is a brisk
survey of recent progress in the development of parallel algorithms for direct methods for
solving sparse symmetric positive definite linear systems by Cholesky factorization. The four
phases ordering, symbolic factorization, numeric factorization and triangular solution - are
all discussed, although, as the authors point out, “unfortunately, there is relatively little
to say about parallel algorithms for forward and backward triangular solutions” and that
“parallel algorithms for ordering [and] symbolic factorization [are] ... lacking in efficiency”.
Thus the bulk of the paper is devoted to the design and implementation of parallel numerical
factorization algorithms, in an effort to exploit the greater inherent parallelism of sparse
matrix computations (as opposed to the dense counterpart), which is underutilized today,
as the authors emphasize.

The paper begins with a brief but clear survey of sequential methods for the four phases.
This is followed by a conceptual discussion of orderings for parallel factorization including
the important question of an appropriate metric (other than fill-in) for them.

The separate question of computing an ordering in parallel is still a very difficult open
problem, so the emphasis is on the examination of heuristics which generate low- fill orderings
that are suitable for parallel sparse factorization. Tree restructuring, nested dissection and
graph partitioning heuristics are the techniques discussed.

The simplicity of dynamic allocation of tasks for sparse column-Cholesky on a shared-
memory MIMD machines is contrasted with the situation in distributed-memory machines for
which a static allocation is usually preferred. The popular sparse column-Cholesky algorithm
is chosen to exemplify parallel sparse Cholesky algorithms (for the shared-memory case),
while fan-out and fan-in methods are discussed for the distributed-memory case. The paper
concludes with a description and survey of parallel multifrontal methods.

The third item in the book is “A Bibliography on Parallel and Vector Numerical Al-
gorithms” compiled by Ortega, Voigt and Romine which also contains some references on
machine architecture, programming languages and related topics. The bibliography is very
detailed and misses little that is important in the period ranging from the publication of the
first papers on the subject (early seventies) to late 1988. Having said that, I should point out
that a quick comparison with the list of references of the previous two papers indicates that
there is not that much intersection between the three sets and the Bibliography is certainly
not a superset. One interesting and useful feature of this compilation is (I quote): “Certain
conference proceedings and anthologies that have been published in book form we list under
the name of the editor (or editors) and then list individual articles with a pointer back to
the whole volume”.

One minor although inevitable problem is that a large number of references are to tech-
nical reports that are often quite hard to get hold of and have appeared in journal form after
the publication of this book. One hopes that conscientious authors are collaborating with the
compilers of the electronic version of this list (romine@msr.epm.ornl.gov or rgv@icase.edu)
to update Technical Report references to journal references, whenever appropriate.

In summary, I agree with the statement made in the preface that the book will serve
as a valuable (adjective mine) reference guide on parallel and vector matrix computations
on high-performance computers. On the other hand, most graduate students (the other
potential users mentioned in the preface) will probably need gentler introductions of the
kind available in the recent excellent texts by Ortega [1] and Dongarra et al. {2], both of
which treat iterative methods as well, which are not covered in this book.
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